[bookmark: _GoBack]A. Inconsistencies in the GENIA Corpus
	GENIA corpus is collected by retrieving abstracts associated with specific MEDLINE query terms such as “human”, “blood cells” and “transcription factors”. Based on the GENIA ontology, the recruited knowledge is well-organized in this corpus. The release of the GENIA corpus promoted text-mining studies in the field of molecular biology and it serves as the seed for several tasks where truthful training and test sets can be constructed. For example, the JNLPBA 2004 shared task is derived from five super classes in the GENIA corpus, namely, protein, DNA, RNA, cell line and cell type. However, there are some inconsistencies that may cause misunderstandings if one attempts to map the entities back to the corresponding ID in standard databases or organize them into clusters. The inconsistencies can be generally classified into five types, including the recruitments of general terms, unnecessary preceding words, entity type confusion, neglected adjacent clues, and missing annotations. The following paragraphs describe examples regarding each type of the confusions that can be found in the GENIA corpus.

The recruitments of general terms
Specific entities containing unique names can be clearly recognized in the database or certain groups they belong to, while some entities possess only general properties. It is not appropriate for the latter type to be assigned the same label as the former. So, it is better to remove the so-called general terms or assign other tags to them.
The following example expresses the appearance of general terms:
“Substitution mutations in this consensus sequence eliminate binding of the inducible factor.”
MEDLINE: 97138389
The bold terms are labeled as DNA and protein respectively in GENIA corpus but both of them lack the major features to become specific BNEs.

Unnecessary preceding words
The information beyond entities often provides intrinsic properties or external status to make the entities more intact. The intrinsic information is important to assist the assignments of correct identities, so it is suitable to be recruited as part of entities. For example, “human” and “murine” can serve as the evidences to separate the same “IL-2” into different gene IDs. However, extrinsic information sometimes could depict additional properties that are not helpful when distinguishing these entities.
The following instance serves to illustrate this type of words:
“Expression of dominant negative MAPKK-1 prevents NFAT induction.” 
MEDLINE: 96324400
“MAPKK-1” is the core of bold terms, while “dominant negative” is regarded as a mutant type of protein. The latter biological term carries no useful message if one tries to find the real source of “MAPKK-1”.

Entity type confusion
Some entity types in the GENIA corpus are related to each other, and this association may sometimes cause a misclassification of entity type. By comparing the following two sentences, it is clear that labels are inconsistent.
“… that the type II IL-1R does not mediate gene activation in Jurkat cells.” 
MEDLINE: 93252936
“…galectin-3 was shown to activate interleukin-2 production in Jurkat T cells.” 
MEDLINE: 96208140
The two similar bold entities are labeled as cell line and cell type, respectively, in this instance. However, the core term “Jurkat” is a powerful attribution to annotate both of them as cell line.

Neglected adjacent clues
In some cases, the entities are concatenated with certain type of keywords, so it is easy to clarify the real types of entities. But several observations indicate that a few of the keywords are neglected in the GENIA corpus, such as the example below:
“The 5' sequences up to nucleotide -120 of the human and murine IL-16 genes …” 
MEDLINE: 96324400
Without considering the keyword “genes”, the bold term “IL-16” was wrongly classified into the protein type.

Missing annotations
This is hard to avoid when the corpus size is huge. GENIA corpus also suffered from this problem. The following sentence displays missing annotations:
“Three additional smaller regions show homology to the ELK-1 and SAP-1 genes…” 
MEDLINE: 94217726
According to the GENIA ontology, the bold term “ELK-1” should be referred to as DNA, but it is missing. Table 1 gives some statistics of GENIA’s major errors




Table 1. Statistics of GENIA Errors
	
	Training set
	Test set

	BNE type
	#BNEs
	The recruitments of general terms
	Unnecessary preceding words
	#BNEs
	The recruitments of general terms
	Unnecessary preceding words

	cell line
	3,830
	779
	498
	500
	132
	55

	cell type
	6,718
	1,006
	1,757
	1,921
	174
	327

	DNA
	9,534
	4,137
	780
	1,056
	306
	31

	protein
	30,269
	8,145
	1,781
	5,067
	666
	166

	RNA
	951
	268
	84
	118
	16
	7







B. Annotation Guideline for Revised JNLPBA

1. Annotators

For revising JNLPBA, we recruited two curators. Both had biological background, curation and natural language processing experiences. Annotator 1 is a Ph.D. candidate with biological, chemical and medical background. Annotator 2 is a full-time master research assistant with biological, chemical and computer science background. Annotator 2 also had extensive curation experiences. Each article was annotated independently by the two annotators. Differences were resolved through discussion.

2. Annotation tool

The curators used the brat annotation tool to manually revise the annotations of the JNLPBA corpus according to the annotation guideline. 

3. Annotation Guideline 

The following rules were used for revising the JNLPBA corpus.
 
3.1. General Rules:

Rule 1: Removing General NEs

In JNLPBA, sometimes nonspecific molecules, like “upstream regulatory region”, “60-kDa protein” and “cytokines”, are annotated as NEs. However, these terms are too general to be linked to any database ID, like Entrez ID or Uniprot ID. Such general terms usually are not labeled as target NEs in the BRE tasks, and thus, are removed.

Rule 2: Adding Missing NEs

Due to the considerable size of JNLPBA, sometimes annotations are missed, which are recovered now.

Rule 3: Adjusting NE Types

Sometimes cell type such as “senescent T cells” is mistaken as cell line. Thus, all NE types are reconfirmed. 

3.2. Specific Rules:

[bookmark: OLE_LINK9]There is an important principle that must be elucidated first before explaining the detailed criteria of specific rules. The principle is that, when the target NE and surrounding contexts cannot provide any evidence to support the assignment of NE type, this NE is labeled as protein. For instance, the paper title “An essential role for NF-kappaB in human CD34 ( + ) bone marrow cell survival.” is insufficient to discriminate the NE type of “NF-kappaB”. As a consequence, “NF-kappaB” is labeled as protein type since the molecule which is responsible to carry out the biological function is protein.

[bookmark: OLE_LINK6]Rule 1: Adjective rule

Only the adjectives preceding an NE that help biologists identify the NE’s are included in the NE boundary. Otherwise, they are removed. Moreover, the preserved adjectives often provide the intrinsic properties of described NEs. For example, “human” would be included in “human GM-CSF gene” because it is related to the NE’s species and can help biologists to determine the NE’s identifier. In contrast, “abnormal” would be excluded from “abnormal blast cells” since the adjective displays an extrinsic property of target NE.

Rule 2: Verb rule Ving Event adjective verb rule

If a protein-Ving or protein-Ved phrase is followed by a general term for the protein type, such as protein or transcription factor, protein-Ving/V-ed [protein general term] should be annotated as one single protein mention. If a protein-Ving or protein-Ved phrase is followed by a specific protein mention, then the first protein and the second protein mention should be annotated separately. For example, “Octamer-binding proteins” will be labeled as “Octamer-binding proteinsprotein”, but “fibrinogen-binding integrins” will be labeled as “fibrinogenprotein-binding integrinsprotein”.

Rule 3: Preposition rule
Preposition can be inside an NE only when the preposition is included in the NE’s full name. For example, “Nuclear factor of activated T cells (NFAT)” can be labeled as “Nuclear factor of activated T cellsprotein (NFATprotein)”

Rule 4: Parenthesis rule

In general, when an abbreviation inside parenthesis follows its full name, it should be labeled separately. For instance, “tumor necrosis factor (TNF)” should be labeled as “tumor necrosis factorprotein (TNFprotein)”. However, if a specifier number follows the parenthesis, then the whole chunk should be labeled as an NE. For example, “interleukin (IL) -2” should be labeled as “interleukin (IL) -2protein”.

Rule 5: Conjunction rule

Conjunctions can appear inside an NE only when they are part of the NE’s full name. E.g., “signal transducers and activators of transcription 5 (STAT5 )” is labeled as “signal transducers and activators of transcription 5protein ( STAT5protein )”. However, if a conjunction is used to connect more than one separate NE, like “IL-1, 2, and 15”, it is labeled as “IL-1protein , 2right_partial_protein , and 15right_partial_protein”

[bookmark: OLE_LINK4][bookmark: OLE_LINK5]Rule 6: Semantic rule

If the words preceding or following an NE provide additional semantic information that may help to disambiguate the identifier or type of the NE, they will be included. E.g., “human gene PAX-5” is labeled as “human gene PAX-5DNA”.

[bookmark: OLE_LINK7]Rule 7: Protein rule

Protein suffixes that describe part of a protein, like “motif” and “domain”, rather than a full protein are not included in the protein NE. In addition, the potential protein NEs usually obtain some similar suffixes to represent properties of protein, e.g. protein, receptor, antigen, antibody, enzyme, (transcription) factor and kinase. Thus, the NEs ending with above keywords should be labeled as protein NEs. Moreover, the molecular mass (e.g., “55 kd” in “55 kd TNFR”) is a clue to classify the target NE into protein type rather than DNA or RNA.

Rule 8: DNA rule

DNA suffixes that describe the function of DNA sequence, like “enhancer” and “promoter”, are included as part of DNA. More specifically, when there are unique gene names conjugated with the following cis-element evidences, they tend to be labeled as DNA types: (onco)gene, genome, DNA, locus, allele, promoter, enhancer, LTR, response element, probe and plasmid, e.g. “AP-1 enhancer element”, “bcl-2 oncogene”, “gene UL49” and “FasL promoter”. Moreover, the NEs with clear chromosome information are also included in annotation, e.g., human chromosome 11p15, 1p36 and 14q11. In some cases, there is not enough evidence to recognize NE type by its own so the surrounding contexts are taken into account for this situation, e.g. “Pax-5 encodes the transcription factor BSAP which plays an essential role …” In the above sentence, “Pax-5” is only a gene symbol name without any clue to judge its NE type. But the verb “encodes” provides the evidence to classify “Pax-5” since DNA is the only one among the five NE types to encode the permanent sequence of a functional protein. Lastly, there is a special expression profile in biological literature to describe the cloned DNA plasmid. In general, the target NE is tight-conjugated with a lowercase “p” in the head of NE, e.g. “pCD41”, “pIL-5 cDNA”.

Rule 9: Cell rule

The target NEs which match the following features are referred to as cell_line: 1. NEs described with obvious cell line symbol, e.g. “Hela”, “Hep2” and “A549”; 2. general cell name, cellular morphological or cellular functional description ending with “cell line” or “clone”, e.g., “T cell line”, “granulocytic clones” and “monocytic cell line”.

The NEs below are annotated as cell_type: the names are mentioned with specific cell type, cellular morphology or cellular functional ending with “cell”, “progenitor” or “precursors”, e.g., “thymocytes”, “hematopoietic cells” and “myeloid precursors”.

Rule 10: Complex rule

If a complex is expressed as “<Protein>/<Protein>”, it will be treated as one protein. E.g., “TCR/CD3” is labeled “TCR/CD3protein”.

Rule 11: Amino or DNA sequence rule

Amino acids and DNA sequences are not labeled as NEs. For example, “WGATAR consensus motifs” and “GGAAAGTCCC” are not included in the corresponding NE lists.

Rule 12: Group/family protein

A protein family is a group of proteins which have similar functions, and a protein complex is a high-level structure consisting of more than one protein. Although, protein families and complexes do not appear in Entrez or UniProt databases, these entities are still very important for relation extraction. So, we include them in Revised JNLPBA.

4. Inter-annotator Agreement (IAA) Analysis

To evaluate the consistency of the annotation, we used Cohen's kappa coefficient. As shown below, κ is the kappa value.  is the relative observed agreement among annotators, and  is the hypothetical probability of chance agreement.


There are two curators participating in the two-stage annotations. After the first stage, the two curators would discuss about annotation disagreements, and then start the second stage annotation. The kappa values are 79.5% and 91.4% in the first and the second stage, respectively, which suggests a high level of agreement.



